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Download the Hadoop tar . 

----- 

Download the Java from Oracle  

------ 

Unpack the Comparisons 

 $tar -zxvf hadoop-2.6.0.tar.gz 

 $tar -zxf jdk1.7.0_60.tar.gz 

------- 

Set JAVA PATH in Linux Environment. Edit .bashrc and add below 2 lines 

$vi .bashrc 

   export JAVA_HOME=/usr/lib/jvm/java-7-oracle/ 

   export 

PATH=$HOME/bin:$JAVA_HOME/bin:$PATH:/home/local/hadoop_Installed/hadoop-

2.6.0/bin 

----- 

Execute the .bashrc File to make the changes in effect immediately for the current ssh 

session 

$source .bashrc 

----- 

As we know, Core hadoop is made up of 5 daemons viz. NameNode(NN), 

SecondaryNameNode(SN), DataNode(NN),ResourceManager(RM), NodeManager(NM). 

We need to modify the config files in the conf folder. Below are the files required for 

respective daemons. 

----- 

Enter in to hadoop-2, now we need to configure the following configuration files in 

etc/hadoop folder as shown below. 

core-site.xml 

<?xml version="1.0" encoding="UTF-8"?> 
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<?xml-stylesheet type="text/xsl" href="configuration.xsl"?> 
<!-- 
  Licensed under the Apache License, Version 2.0 (the "License"); 
  you may not use this file except in compliance with the License. 
  You may obtain a copy of the License at 
 
    http://www.apache.org/licenses/LICENSE-2.0 
 
  Unless required by applicable law or agreed to in writing, software 
  distributed under the License is distributed on an "AS IS" BASIS, 
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied. 
  See the License for the specific language governing permissions and 
  limitations under the License. See accompanying LICENSE file. 
--> 
 
<!-- Put site-specific property overrides in this file. --> 
 <!-- 
  fs.defaultFS: 
   The name of the default file system.  
   A URI whose scheme and authority determine the FileSystem implementation.  
   The uri's scheme determines the config property (fs.SCHEME.impl) naming the 
FileSystem implementation class.  
   The uri's authority is used to determine the host, port, etc. for a filesystem. 
  --> 
<configuration> 
<property> 
<name>fs.default.name</name> 
<value>hdfs://localhost:54310</value> 
</property> 
</configuration> 

hdfs-site.xml 

<?xml version="1.0" encoding="UTF-8"?> 
<?xml-stylesheet type="text/xsl" href="configuration.xsl"?> 
<!-- 
  Licensed under the Apache License, Version 2.0 (the "License"); 
  you may not use this file except in compliance with the License. 
  You may obtain a copy of the License at 
 
    http://www.apache.org/licenses/LICENSE-2.0 
 
  Unless required by applicable law or agreed to in writing, software 
  distributed under the License is distributed on an "AS IS" BASIS, 
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied. 
  See the License for the specific language governing permissions and 
  limitations under the License. See accompanying LICENSE file. 
--> 
 
<!-- Put site-specific property overrides in this file. --> 
<!-- 
    dfs.replication: 
        Default block replication.  
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  The actual number of replications can be specified when the file is 
created.  
  The default is used if replication is not specified in create time. 
 
    dfs.namenode.name.dir: 
        Determines where on the local filesystem the DFS name node should store the 
name table(fsimage).  
  If this is a comma-delimited list of directories then the name table is 
replicated in all of the directories, for redundancy. 
 
    dfs.datanode.data.dir: 
        Determines where on the local filesystem an DFS data node should store its 
blocks.  
  If this is a comma-delimited list of directories, then data will be 
stored in all named directories, typically on different devices.  
  Directories that do not exist are ignored. 
--> 
<configuration> 
<!-- Directory to store NameNode Metadata --> 
<property> 
<name>dfs.replication</name> 
<value>1</value> 
</property> 
<property> 
<name>dfs.namenode.name.dir</name> 
<value>/home/local/bigdata/hadoop2-dir/namenode-dir</value> 
</property> 
<property> 
<name>dfs.datanode.data.dir</name> 
<value>/home/local/bigdata/hadoop2-dir/datanode-dir</value> 
</property> 
</configuration> 

mapred-site.xml.template 

<?xml version="1.0"?> 
<?xml-stylesheet type="text/xsl" href="configuration.xsl"?> 
<!-- 
  Licensed under the Apache License, Version 2.0 (the "License"); 
  you may not use this file except in compliance with the License. 
  You may obtain a copy of the License at 
 
    http://www.apache.org/licenses/LICENSE-2.0 
 
  Unless required by applicable law or agreed to in writing, software 
  distributed under the License is distributed on an "AS IS" BASIS, 
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied. 
  See the License for the specific language governing permissions and 
  limitations under the License. See accompanying LICENSE file. 
--> 
 
<!-- Put site-specific property overrides in this file. --> 
 
<configuration> 
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<!-- mapreduce to under YARN --> 
<property> 
<name>mapreduce.framework.name</name> 
<value>yarn</value> 
</property> 
</configuration> 

yarn-site.xml 

<?xml version="1.0"?> 
<!-- 
  Licensed under the Apache License, Version 2.0 (the "License"); 
  you may not use this file except in compliance with the License. 
  You may obtain a copy of the License at 
 
    http://www.apache.org/licenses/LICENSE-2.0 
 
  Unless required by applicable law or agreed to in writing, software 
  distributed under the License is distributed on an "AS IS" BASIS, 
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied. 
  See the License for the specific language governing permissions and 
  limitations under the License. See accompanying LICENSE file. 
--> 
<!-- 
    yarn.nodemanager.aux-services: 
        The auxiliary service name. Default value is omapreduce_shuffle 
 
    yarn.nodemanager.aux-services.mapreduce.shuffle.class: 
        The auxiliary service class to use. Default value is 
org.apache.hadoop.mapred.ShuffleHandler 
 
    yarn.application.classpath: 
        CLASSPATH for YARN applications. A comma-separated list of CLASSPATH entries. 
--> 
<configuration> 
<!-- Site specific YARN configuration properties --> 
<property> 
<name>yarn.nodemanager.aux-services</name> 
<value>mapreduce_shuffle</value> 
</property> 
<property> 
<name>yarn.nodemanager.aux-services.mapreduce.shuffle.class</name> 
<value>org.apache.hadoop.mapred.ShuffleHandler</value> 
</property> 
</configuration> 

----- 

$ vi etc/hadoop/hadoop-env.sh 

export JAVA_HOME=/home/bigdata/jdk1.7.0_60 

 

$ vi etc/hadoop/mapred-env.sh 
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export JAVA_HOME=/home/bigdata/jdk1.7.0_60 

 

$ vi etc/hadoop/yarn-env.sh 

export JAVA_HOME=/home/bigdata/jdk1.7.0_60 

 

$ vi etc/hadoop/slaves 

localhost 

Passwordless Authentication. If you use default script such as start-all.sh, stop-all.sh and other similar 

scripts, it needs to log(using ssh) into other machines from the machine where you are running the 

script. Typically we run it from NN machine. While logging in, every machine will ask for passwords. If 

you are having 10 node cluster, you are needed to enter password minimum of 10. To avoid the same, 

we create passwordless authentication. First we need to generate the ssh key and copy the public key 

into authorized keys of the destination machine. 

 

Below are the steps for the same  

 

Install the Openssh-server 

 

$ sudo apt-get install openssh-server 

 

Generate the ssh key 

 

(manages and converts authentication keys) 

 

$ cd 

$ ssh-keygen -t rsa 

$ cd .ssh 

$ cat id_rsa.pub >> authorized_keys 

 

Setup passwordless ssh to localhost and to slaves 
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$ ssh <<ipaddress>> 

 

Format Hadoop NameNode 

 

$ cd hadoop-2.6.0 

$ bin/hadoop namenode –format (Your Hadoop File System Ready) 

 

Start All Hadoop Related Services 

 

$ sbin/start-all.sh 

(Starting Daemon’s For DFS & YARN) 

 

Below command ‘Jps’ is for listing JVM processes on local and remote machines. 

$ jps (Five Hadoop – java process status) 

NameNode 

DataNode 

SecondaryNameNode 

ResourceManager 

NodeManager 

(Browse NameNode and Resource Manager Web GUI ) 

 

NameNode -http://localhost:50070/ 

Resource Manager -http://localhost:8088/ 


